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Event cameras are biologically inspired sensors that asynchronously detect brightness changes in the
scene independently for each pixel. Their output is a stream of events which is reported with a low
latency and high temporal resolution of a microsecond, making them superior to standard cameras
in highly dynamic scenarios when they are sensitive to motion blur. Event cameras can be used in
a wide range of applications, one of them being depth estimation, in both stereo and monocular
settings. However, most known event-based depth estimation methods yield sparse depth maps due
to the nature of the sparse event stream. We present a novel method that fuses information from
both events and standard frames, as well as odometry, to exploit the advantages of both sensors. We
propose to estimate dense disparity from standard frames at the point of their availability, predict
the disparity using odometry information, and track the disparity asynchronously using optical flow
of events between the standard frames. We present the performance of the method through several
experiments in various setups, including synthetic data, KITTI dataset enhanced with events, MVSEC
dataset, as well as our own stereo event camera recordings.
Keywords: event cameras, stereo vision, depth estimation

1.

Introduction

Event cameras, such as the dynamic and active-pixel vision sensor (DAVIS) [1], are biologically inspired sensors that operate fundamentally different than standard cameras. They detect
only changes in brightness intensity for each pixel of the scene independently and report them
asynchronously in the form of events, immediately upon detection. An event ek = (xk , tk , pk )
carries the information about the pixel location xk = (xk , yk )> , timestamp tk , and polarity
pk ∈ {+1, −1} of the brightness change, i.e., increase or decrease in brightness. Event cameras
offer important advantages over standard cameras in a number of aspects. Since their output
is a sparse event stream without redundant information, their power consumption and bandwidth requirements are lower. One of their most appealing features is their low latency and high
temporal resolution of a microsecond, making them immune to motion blur, which standard
cameras are prone to in highly dynamic scenarios. Furthermore, very high dynamic range of 140
dB, opposed to only 60 dB of standard cameras, makes event cameras a very useful sensor in
situations of challenging illumination and environmental conditions, often encountered by autonomous mobile robots and vehicles. Most event cameras also provide standard image frames
at a fixed frame rate.
A recent survey on event cameras offers an exhausting overview of all state-of-the-art eventbased applications and methods [2]. They are widely used for all standard computer vision tasks,
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(a) frames and events (color indicates polarity)

(b) disparity with frames only (not tracked between frames)

(c) disparity with frames and events (proposed method)

Figure 1.: Images show data in four points in time (left to right) obtained by capturing a rotating
dark grey square. First row shows raw data, i.e., frames (seen as dark grey square) and events
(red and blue; color indicates polarity). Note that standard frames are available only at first and
fourth timestamp. Second row shows disparity obtained with frames only, which changed only
upon the arrival of the standard frame. The last row presents the benefits of our method, as
disparity map is continuously changed, no matter if standard frames are available.
including depth (disparity) estimation. Depth estimation is usually tackled by using two synchronized stereo cameras and applying the standard stereo paradigm. The first step is to determine
stereo correspondences between events, which is very challenging to do on a per-event basis due
to lack of context and information that individually observed events contain. Most approaches
match events by forming local context descriptors based on their spatial neighborhoods and temporal simultaneity, thus observing only events with most recent timestamps [3, 4]. Some works
proposed to estimate event lifetimes prior to event aggregation in order to yield more accurate
results [5, 6]. In order to get smoother depth maps, global approaches incorporate smoothness
constraints across neighboring points, typically demonstrated in scenes with static cameras and
few moving objects [7, 8]. Monocular depth estimation is appropriate for 3D reconstruction in
visual odometry and SLAM [9–12], since this approach requires recovering information about
the relative pose between the camera and the scene as it is not possible to adhere to the standard
stereo paradigm. Similarly, a stereo method proposed in [13] uses the velocity of the camera to
temporally synchronize events.
Most of the aforementioned methods produce sparse disparities, only at the pixels where events
are present. The work in [14] attempts to recover semi-dense disparity by fusing information
from multiple camera viewpoints, while [5] proposes to estimate dense disparity by performing
interpolation in the areas uncovered by events. A first deep learning-based stereo approach that
produces dense results was proposed in [15]. It showed significantly better performance than the
other methods tested on the Multi Vehicle Stereo Event Camera Dataset [16], which is the most
relevant benchmark for stereo event-based methods.
Naturally, event and standard cameras offer mutually complementary advantages which can be
exploited simultaneously to build a robust and more accurate system. In one such attempt, the
method in [17] detects features in standard frames and track them asynchronously using events
for the purpose of visual odometry. To the best of our knowledge, our proposed method is the
first to combine events and frames for the task of depth estimation. We suggest to use standard
frames to perform dense disparity estimation with any standard stereo matching method, e.g.,
SGM [18], and use events to track the disparity asynchronously between the frames, an illus-
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Figure 2.: Flow chart depicting the proposed method. Dense disparity is estimated using SGM
from the standard frames, and then continuously updated using ego-motion and events.

tration of which is shown in Figure 1. Additionally, we propose to also use camera ego-motion
to predict dense disparity between the frames in the areas of the image where no events are
present. Such approach was used earlier in [19] where they exploit the previous frame to predict
the disparity of the current frame. They suggest to perform standard stereo matching only for
the pixels where prediction was unsucessful, therefore reducing the complexity of stereo matching. A similar method that rejects unreliable predictions in the areas where moving objects are
detected was proposed in [20]. The work in [21] aims to reduce the disparity search space based
on the prediction and use pixel-wise Kalman filtering to combine the predicted disparity and
the newly matched one, whereas [22] extends the method by exploiting the difference between
the predicted and matched disparity to detect moving objects. Our method relies on the most
recent information on camera ego-motion and assumes constant motion in the subsequent interval between the frames to predict dense disparity at any point in time, while also performing
asynchronous event-based updates. The proposed approach is validated through multiple experiments, including real-world and simulated data. The method performs in real-time in a single
thread, with the ability to run our implementation of SGM multithreaded, making it suitable
for implementation in autonomous systems that operate in highly dynamic scenarios or have
significant computational constraints.
The rest of the paper is organized as follows. Our novel method for dense depth map estimation
by using events and frames is presented in Section 2. In Section 3 we provide a brief overview
the event-based optical flow method proposed in [23], since it constitutes an important part of
our method. Finally, we present the experimental results in Section 4 and conclude with final
remarks in Section 5.

2.

Dense Depth Estimation and Tracking

Disparity maps obtained from standard frames are available only at fixed points in time, depending on the frame rate of the camera, thus essentially resulting in blind intervals between
the frames. In this section we propose a method for estimating dense disparity maps that relies
on both standard frames and events, as well as the camera ego-motion. We suggest to estimate
dense disparity maps from standard frames at the points of their availability, and predict the disparity at any point in time between the frames by using the ego-motion information. To enable
prediction of the moving objects’ disparity, where the prediction based on ego-motion would be
invalid, we suggest to exploit the events to track the disparity map asynchronously and instantaneously at the time of arrival of each event. This means that dense disparity maps are readily
available at any point in time between the standard frames. Figure 2 shows the diagram of the
proposed method.
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Frame-based Disparity Estimation

Our method is invariant to the choice of a dense frame-based disparity estimation algorithm. It
can work in both stereo and monocular setup. However, since events are mostly generated on
boundaries of image segments, it is desirable that the chosen frame-based disparity estimation
method yields sharp and precise results in these areas, i.e., at disparity discontinuities. Otherwise,
updating the disparity using events would not be effective. We used our implementation of semiglobal matching (SGM) for a stereo setup presented in [22], which supports AVX2 instructions
and multithreading to support real-time performance. This algorithm aggregates stereo matching
costs along several linear paths as follows:


L(p − r, d)
Lr (p, d) = C(p, d) + min L(p − r, d ± 1) + P1


mini L(p − r, d + i) + P2

,

(1)

where p denotes the pixel location and d is the potential disparity. L(p, d) is the accumulated
loss along direction r, and C(p, d) is the matching cost between the referent image patch and
the considered potential match. The final accumulated cost is the sum of all costs Lr (p, d). In
our implementation, we use the matching cost based on the census transform. SGM introduces
parameters P1 and P2 as discontinuity penalties in order to obtain smooth disparity maps. P1 is
the penalty for a disparity change of 1 pixel, while P2 penalizes any disparity change i larger than
1. This, however, consequently leads to loss of precision on disparity boundaries as the algorithm
resists to change the disparity, which is unfavorable for our method. For this reason we chose
smaller values of P1 and P2 than it is usually recommended, resulting in better discontinuity
sharpness, but at the price of less smoothness.
2.2

Odometry-based Disparity Prediction

In order to predict the dense disparity for any timestamp between the frames, it is required
to determine the ego-motion of the camera. In all our experiments, we used the ground truth
odometry provided in the datasets, but any ego-motion estimation method can be used. We
assume constant motion of the camera in the whole interval until the next camera frame arrives,
i.e., until the arrival of new ego-motion information. Thus, we use the most recent ego-motion
information as a prediction for the future camera motion. Disparity prediction can be done at an
arbitrary frequency, depending on the available computational resources and required temporal
resolution of dense disparity availability, It can depend on the event rate or the velocity itself,
but it can be fixed as well. In any case, prediction is based on the dense disparity that has been
continuously updated using events.
Let Tk+1
represent the predicted homogenous transformation (rotation and translation) from
k
the next coordinate frame of the left camera at the time tk+1 to the coordinate frame of the
previous dense disparity prediction (or estimation based on frames) at the time tk : We obtain
this transformation by multiplying the last known camera velocity with the interval since the last
known dense disparity ∆t = tk+1 − tk . Furthermore, let ω = (x, y, d)> represent the homogenous
coordinates in the disparity space centered in the image, and let M = (X, Y, Z)> represent the
coordinates in the Euclidean space. Disparity prediction is given by the following equation:
 k+1|k 
 k
ω
k+1 ω
= Hk
,
1
1

(2)

Herein, Hk+1
is the 4 × 4 transformation matrix defined as:
k
−1
Hk+1
= ΓTk+1
k
k Γ ,
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where Γ is the projection matrix that transforms the coordinates ω between the disparity space
and the coordinates M in the Euclidean space as follows:

f 0
 
 

ω
M
0 f
'Γ
, Γ=
0 0
1
1
0 0


0 0
0 0

0 f b
1 0

(4)

with f and b being the focal length of the cameras and the baseline of the stereo rig, respectively
[24].
When the camera is moving forward, the predicted disparity map D is incomplete due to the
zooming effect. We attempt to fill in the disparity D for the pixels p = (x, y)> whose disparity
could not be predicted by defining their value as the average of two of their closest horizontal
or vertical neighbors:

1

 2 (D(x − 1, y) + D(x + 1, y)), if |D(x − 1, y) − D(x + 1, y)| < γ
D(x, y) = 12 (D(x, y − 1) + D(x, y + 1)), if |D(x, y − 1) − D(x, y + 1)| < γ .


invalid,
otherwise

(5)

However, we only use the average value to fill in the missing disparities if the neighboring
disparities are similar enough, up to a certain threshold value γ. This way we ensure that
we do not use an incorrect value to fill in the missing disparities appearing at the disparity
discontinuities.
2.3

Event-based Disparity Tracking

If an event occurs at a certain pixel, this is an indication that the disparity at the given pixel
might have changed. Since events are triggered by motion (translational and/or rotational), they
are present only at the moving object’s edges, and not the whole surface of the objects, if they
are not textured. Thus, our method works best if the object moves parallel to the image plane,
i.e., does not change depth, due to not being able to estimate depth of the moving objects in
the areas where no events are present. Although this assumption is a certain limitation of our
method, it is a good starting point for developing more robust methods for real-world situations,
by considering image segmentation and moving object detection to enable disparity prediction
for the entire areas of the moving objects.
For illustration of the method, let us observe a homogenous, non-textured object moving
through a plane parallel to the image plane on a homogenous background without camera motion,
as depicted in Figure 3. In this case, events are caused by changes in brightness subsequent to two
different changes in object position: object leaving the space it was covering before (depicted
in blue) and object arriving into the space it has not covered before (depicted in red). It is
important to notice that, in this case, red events should have different disparities than the blue
events, since the former are located on the area covered by the object in the foreground, which
is closer to the camera, and the latter are located in the area containing the background of the
image. Therefore, we need to associate an event to the segment of the image that triggered it,
in order to track its disparity correctly. Since events do not carry enough information to infer
this, we need to use past standard frames and their disparity map as well.
If a brightness change is moving through the scene, it triggers events in different pixels at
different points in time. Therefore, these events correspond to the same image segment, and
should thus share the same disparity. If we can estimate the location of the previous event
triggered by the same brightness change as the current event, i.e., by the same movement in
the scene, then we can associate the disparity of that previous event to the current one. We
propose to find the location of the previous event by leveraging optical flow, which is estimated
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(a) disparity and events

(b) tracked disparity

Figure 3.: Dense disparity tracking using events. (a) shows the disparity and events (red and
blue) for a block moving towards right. For the event at the pixel p, we estimate its optical flow
v and update the disparity at its location by leveraging disparities in the window W located in
the direction opposite to the optical flow vector. As seen in (b), we update the two disparities
located at the pixels perpendicular to the optical flow as well.
as explained later on in Section 3. More specifically, if we take the position of the current event
and move opposite from the direction of the optical flow vector for a displacement of one pixel,
we will land at the location of the event previously triggered by the same brightness change.
Formally, for the event position p, this can be expressed as:
pprev = p − v̂,

(6)

where v = (vx , vy )> is the optical flow vector, and v̂ is the corresponding unit vector.
To determine the disparity D(p) at the current event’s location and asynchronously update
the dense disparity map, we propose to form a spatial window W around the pixel pW and set
the value of the disparity as the median of the previously estimated disparities in the window
W (Figure 3):
D(p) = median {D(q), q ∈ W }.

(7)

The disparity map D has continuously been tracked since its original values were obtained using
frames, meaning that some values might have already changed in the described manner using
the events. Position pW for the window size (2w − 1) × (2w − 1) is determined as:
pW = p − wv̂,

(8)

and rounded to the nearest integer coordinates. Using the median is a more robust approach as
opposed to just considering the single disparity of the previous event. It also ensures that the
determined disparity value will be the same as some already present in the disparity map, which
would not be the case if we used, e.g., averaging. We propose to use a square 3 × 3 window W ,
as shown in Figure 3, to ensure robustness to noise, but still keep the computational load small.
Size and shape of the window can be adapted if needed, and even contain only one pixel at pprev
if optical flow is very accurate.
Since events are most commonly caused by moving edges, it is safe to assume that events should
appear along a line perpendicular to the optical flow of the moving edge. Therefore, apart from
the position of the incoming event, we can also change the disparity at the neighboring pixels
located along the direction perpendicular to the event’s optical flow, for a displacement of one
pixel in each direction (Figure 3). This is achieved in the following manner:
D(p + v̂p ) = D(p),

(9)

D(p − v̂p ) = D(p),

(10)
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Figure 4.: Event-based optical flow estimation using the planar approximation of the surface of
active events S.
where vp is equal to (−vy , vx )> , which is the vector perpendicular to the optical flow vector v,
and v̂p is the corresponding unit vector. D(p) is already computed according to (7). However,
we suggest to perform these additional disparity updates only if the event stream is too sparse
to update depth or estimate optical flow correctly. If the event stream is dense enough, then
there is no need to do the additional updates as it can have a negative effect on accuracy. We
do not employ any form of postprocessing.

3.

Event-based Optical Flow

By leveraging optical flow of each event, we aim to estimate the location of the previous event
triggered by the same brightness change as the current event, which in turn makes us able to
track the dense disparity map, as explained in Section 2. In this section we provide a brief
overview of the event-based optical flow estimation method originally proposed in [23], as it
plays an important role in our method (Figure 4).

3.1

Method Overview

A data structure in the spatio-temporal domain that maps the coordinates of each pixel of the
image to the timestamp of the last event that occurred at the given position is called a surface
of active events (SAE). We can formally define SAE as a function S : R2 → R, S(p) = t, where
p = (x, y)> are the coordinates of the pixel and t is the timestamp of the last corresponding
event.
The planar approximation of the SAE at the position p corresponds to its first order Taylor
expansion:
S(p + ∆p) ≈ S(p) + (Sx (p), Sy (p)) ∆p,

(11)

∂S
where Sx and Sy denote the first partial derivatives, ∂S
∂x and ∂y , respectively. Given that time t
is a naturally increasing quantity, S is also a monotonically increasing function, which allows us
to use the inverse function theorem around the position p:

∂S
1
∂S
1
(x, y0 ) =
,
(x0 , y) =
,
∂x
vx (x, y0 ) ∂y
vy (x0 , y)

(12)

showing the relation of the gradient to the optical flow velocities vx and vy . The gradient of S
can now be expressed as:

∇S(p) =

1
1
,
vx (p) vy (p)

7

>
.

(13)

July 14, 2020

Advanced Robotics

main

The normal n(p) = (n1 , n2 , n3 )> of the tangent plane to the SAE at the point p is given by:
n(p) ∝ (1, 0, Sx (p))> × (0, 1, Sy (p))> = (−Sx (p), −Sy (p), 1)> ,

(14)

n(p) ∝ (−vx−1 , −vy−1 , 1)> .

(15)

which yields:

Finally, we are able to express the optical flow velocities as:
vx = −

n3
n3
, vy = − .
n1
n2

(16)

In the sequel, we explain the plane-fitting algorithm used to obtain the tangent plane parameters.
3.2

Local Plane-fitting Algorithm

Since the sensor is imperfect and prone to noise, parameters of the local planes tangent to the
SAE are estimated iteratively using RANSAC to assure robustness to outliers and filter out
noise. We consider only the past events in the N × N spatial window surrounding the current
event, as proposed in [25], to avoid latency that would be introduced by considering future events
as well.
The plane is first fitted to the current event and the two random past events in the aforementioned spatio-temporal window, which we consider hypothetical inliers. Then, we iterate through
all other events in the window and proclaim them as inliers if their distance to the plane is below
a certain threshold. If there were not enough inliers found, a new random set of events is chosen
in the first step and the process is repeated. However, in case that the minimum number of
inliers is not found in a certain number of attempts, the current event is proclaimed as noise. In
the end, least squares minimization is used to fit a plane to all the inliers:
nLS = arg minkAn − bk2 ,

(17)

n

where A is the n × 3 matrix of the n points of the SAE (xi , yi , ti ) identified as inliers, and
b = (1 · · · 1)> .

4.

Experimental Results

In this section we will demonstrate the results yielded by our method through several experiments. Experiments were run on a personal computer with Intel Core i7-7700HQ CPU
at 2.80GHz on a single core. The method is implemented in C++ and adapted for the ROS
environment [26]. The execution time of the method depends on the event rate. It takes approximately 5 µs to process a single event. Since our method depends only on the result of
frame-based depth estimation, and not the specific method, in experiments in Sections 4.1 and
4.2, we demonstrate the results obtained by using ground truth depth maps instead of actually
performing frame-based depth estimation.
4.1

ESIM Experiments

Experiments were conducted on the data obtained with ESIM: an Open Event Camera Simulator
[27]. Since the simulator provides accurate ground truth depth maps, we used it to illustrate
the benefits of our method that are most evident when sharp and precise dense disparity frames
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(b) t = t1 + τ

(c) t = t1 + 2τ

(d) t = t2

(e) GT at t = t2

Figure 5.: Experiments 1 and 2 with simulated data. The object is moving parallel to the ground
plane, while the camera is still. The first and second row depict translational and rotational
motion, respectively. First, (a) are the dense depth maps obtained from the simulator. Next, (b)
and (c) show the depth maps tracked using events inbetween the camera frames. Finally, (d)
shows the final tracked depth map at the point of arrival of the new ground truth map (seen in
(e)), with the starting square position outlined to better illustrate the movement. Greener shade
indicates smaller depth.
are available. As an input, the simulator takes a description of the scene 3D model, as well as
the desired camera trajectory. The scene used in our experiments is a simple dark-colored block
positioned on a light-colored plane. All surfaces are non-textured in order to eliminate redundant
events. Experiments are set up in a way that the camera image plane is parallel to the ground
plane. The simulator does not support moving objects in the scene. Since we need at least one
object in the scene to move in order to make use of the event data, we chose to discard the x and
y components of the camera velocity (set them to 0) and keep only the z component. Effectively,
this results in a scenario where the object is moving parallel to the ground plane, and the camera
is moving perpendicular to the ground plane. Dense depth maps obtained in four experiments
are shown in Figs. 5, 6, and 7. Therein, first and last column show the ground truth depth maps
provided by the simulator, available at the timestamps t1 and t2 (camera frame rate), while the
other columns show the depth maps inbetween standard frames.
Experiments 1 and 2 (Figure 5) shows very good performance of the method in case when the
object is moving parallel to the ground plane, either translating or rotating, while the camera is
static; hence, depth of the objects is unchanged. The same results are expected if the object is
static and the camera is moving parallel to the image plane.
In Figure 6 and Figure 7, we illustrate the benefit of using the ego-motion information. These
experiments present the scenario where the camera is moving perpendicular to the ground plane
and the object is moving parallel to the ground plane. The first row of the images shows the
results obtained by using only events, while the second row shows the output with the egomotion information taken into account. Since in these experiments the camera is moving upwards/downwards, the depth of the whole scene changes, which is not possible to track using
only events that are present only at the edges of the objects, as shown in the first row of the
experiment images. The second row shows what happens when events are not used. As it is not
possible to track object movement using only odometry, the disparities in (d) and (e) are shifted
in x and y directions. In the images in the third row, both odometry and events are used. Depth
is continuously changing in the whole scene, as opposed to only in those areas where the events
are present, and object movement is tracked correctly. However, using ego-motion would not enable us to predict the depth of the moving objects in case that they were moving perpendicular
to the ground plane, which we are not able to show due to the limitations of the simulator. Our
result would still be more informative than it would be by using only the standard frames as the
depth at the objects’ edges where the events are present would be closer to reality.
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only events

only odometry

events and odometry

(a) GT at t = t1

(b) t = t1 + τ

(c) t = t1 + 2τ

(d) t = t2

(e) GT at t = t2

Figure 6.: Experiment 3 with simulated data. The object is moving parallel to the ground plane,
while the camera is moving upwards, perpendicular to the ground plane. Lighter and greener
color indicates smaller depth.

only events

only odometry

events and odometry

(a) GT at t = t1

(b) t = t1 + τ

(c) t = t1 + 2τ

(d) t = t2

(e) GT at t = t2

Figure 7.: Experiment 4 with simulated data. The object is moving parallel to the ground plane,
while the camera is moving downwards, perpendicular to the ground plane.
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Quantitative Evaluation

For the experiments with simulated data, we are able to provide quantitative evaluation due to
availablity of the ground truth depth. Results are shown in Table 1. Outliers are mostly present
in the form of noise, caused by the inability to estimate optical flow correctly. All experiments
were performed without any postprocessing, which would certainly help reduce the problem of
noise and improve accuracy. As expected, the number of outliers accumulates over time, but
accuracy is still very high.
Experiment
1 (translation)
2 (rotation)
3 (upwards)
4 (downwards)

Figure
Figure 5
Figure 5
Figure 6
Figure 7

Events + Odometry (%)
t1 + τ t1 + 2τ
t2
1.15
1.37
1.70
0.67
0.72
0.80
1.02
1.20
1.33
0.55
0.82
1.27

Odometry (%)
t1 + τ t1 + 2τ
t2
6.88
13.19 18.95
11.36
17.24 21.72
26.78
40.21 49.92
9.07
19.24 32.75

Events
152328
54385
133743
164216

Table 1.: Quantitative evaluation of four simulated experiments. Outliers are defined as pixels
whose estimated depth differs from ground truth by more than 5 %. Accuracy of the proposed
method (using events and odometry) is significantly better than the accuracy obtained by using
only odometry. Total number of events between t1 and t2 is shown in the last column.

4.2

MVSEC Experiments

In another set of experiments, we used the publicly available Multi Vehicle Stereo Event Camera
Dataset (MVSEC) [16]. This dataset provides multiple stereo event sequences collected with two
DAVIS346 cameras, including ground truth information about pose and depth obtained by lidar
SLAM. Extrinsic calibration parameters that transform lidar to camera frame are also available.
However, due to imperfect calibration and lack of hardware timestamp synchronization between
the lidar and the camera, which authors of the dataset tried to overcome with manual fine
tuning, events are still not properly overlapping with the corresponding disparity at times. This
dataset does not include moving objects, so we discard the odometry information and use only
events for disparity updates, effectively treating every object in the scene as a moving object.
Since precise dense disparity maps are the important prerequisite for our method, we chose those
dataset intervals in which the overlapping is satisfying at least in some parts of the scene, as
per visual evaluation. As in Section 4.1, we did not perform depth estimation on the standard
frames, but we used the ground truth depth instead. The results can be seen in Figure 8, where
we also show raw event data in (b) and (c). It is clear that the misalignment of events and
edges in the depth map leads to inaccuracy in disparity tracking, which is mostly visible when
observing the right edge of the object in the foreground. Since the events on the left edge are
correctly aligned with the depth map, the tracked disparity is also accurate in this area.
4.3

KITTI Experiments

To demonstrate the performance of our method in a real-world scenario, we used the well-known
KITTI dataset [28]. Since the dataset is recorded using only standard cameras, it does not include
events. However, we generated synthetic event data using the open-source Video to Events tool
provided by [29]. Prior to synthesizing events, the standard frames of the KITTI dataset that
were captured with the frequency of 10 Hz were upsampled with a frame interpolation package
(also available in the said tool) based on [30] to achieve better results. In the experiment in
Figure 9, the camera is still and the bus is moving towards left. Dense disparity was estimated
using SGM, shown in (a) and (f). Disparity is tracked between the frames using only events,
since no camera movement is present. Final tracked disparity in (e) almost completely aligns
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(a) grayscale

(b) GT at t = t1

(c) t = t1 + τ

(d) t = t1 + 2τ

(e) t = t2

(f) GT at t = t2

Figure 8.: Experiment with a sequence from the MVSEC dataset. The five images represent the
same data as seen in Figure 5, except that (b) and (c) do not show the updated disparity, but
aggregated raw events (in black) to illustrate the misalignment of events and depth map. This,
in turn, results with a tracked depth map different than the ground truth in the area where
events were misaligned (right edge of the object).

(a) RGB

(b) SGM at t = t1

(c) t = t1 + τ

(d) t = t1 + 2τ

(e) t = t2

(f) SGM at t = t2

Figure 9.: Experiment 1 with a sequence from the KITTI dataset. The standard RGB frame is
seen in (a), while (b) and (f) are the dense disparity maps obtained with SGM. Disparity tracked
by events is seen in (c) through (e).
with the dense disparity at the same timestamp, apart from the bottom right corner of the bus
where no events are generated due to the intensity of the pixels of the bus being almost the same
as the intensity of the background. The second experiment in Figure 10 shows a scene where the
car is approaching while the camera is moving forwards. Disparity is updated using both events
and odometry. Final tracked disparity reflects the movement of the approaching car, as well as
the camera. Invalid disparities in the road area (seen as red) are the result of the zooming effect.
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(a) RGB

(b) SGM at t = t1

(c) t = t1 + τ

(d) t = t1 + 2τ

(e) t = t2

(f) RGB at t = t2

Figure 10.: Experiment 2 with a sequence from the KITTI dataset. The standard RGB frames
are seen in (a) and (f), while (b) is the dense disparity map obtained with SGM. Disparity
updated using events and odometry, as seen in (c) through (e).

(a) grayscale at t = t1

(b) SGM at t = t1

(c) t = t1 + τ

(d) t = t1 + 2τ

(e) t = t2

(f) grayscale at t = t2

Figure 11.: Experiment with a sequence obtained with two stereo DAVIS346 sensors. (a) and (f)
are showing the standard frames, while (b) is the dense depth obtained with SGM. Disparity
tracked by events is seen in (c) through (e). White area in the depth maps is the part of the
scene which is not visible with both cameras.
4.4

Stereo DAVIS346 Experiments

Experimental data was collected with two DAVIS346 sensors mounted on a stereo rig with a
baseline of 10 cm. The sensor provides both standard frames and event data with a spatial
resolution of 346 × 280 pixels. Stereo rectification parameters were determined using the Kalibr
toolbox [31] by considering only standard frames. Frame-based disparity was estimated with
semi-global matching (see Section 2.1). The sensors are observing a scene with an april tag board
set in the foreground, as seen in Figure 11, and the camera is moving downwards. We have lowered
the frame rate of the cameras to better illustrate the results of our method. Even though the
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interval between the standard frames is fairly long (almost 1 s) and the scene differs significantly,
depth was successfully tracked between the frames using events, without any postprocessing.

5.

Conclusion

In this paper, we have presented a novel method for dense disparity estimation fuses information
from standard frames, events and odometry. Since standard frames are only available at discrete
timestamps, we have proposed to predict the dense disparity maps using odometry information,
and use events to asynchronously track the disparity based on optical flow of events, making
dense disparity available at any point in time. We have demonstrated the performance of the
method through several experiments that cover different scenarios, including synthetic data from
the event simulator, KITTI dataset enhanced with events, MVSEC dataset, and our own stereo
DAVIS recordings. Future work will aim at enhancing performance of the method in real-world
scenarios, such as autonomous driving, by detecting moving objects in the scene and ensuring
robustness to noise in the event data.
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[11] Rebecq H, Horstschäfer T, Gallego G, Scaramuzza D. EVO: A geometric approach to event-based
6-DOF parallel tracking and mapping in real time. IEEE Robotics and Automation Letters. 2016;
2(2):593–600.
[12] Gallego G, Rebecq H, Scaramuzza D. A unifying contrast maximization framework for event cameras, with applications to motion, depth, and optical flow estimation. In: Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition. 2018. p. 3867–3876.
[13] Zhu AZ, Chen Y, Daniilidis K. Realtime time synchronized event-based stereo. In: European Conference on Computer Vision. Springer. 2018. p. 438–452.
[14] Zhou Y, Gallego G, Rebecq H, Kneip L, Li H, Scaramuzza D. Semi-dense 3D reconstruction with
a stereo event camera. In: Proceedings of the European Conference on Computer Vision (ECCV).
2018. p. 235–251.
[15] Tulyakov S, Fleuret F, Kiefel M, Gehler P, Hirsch M. Learning an event sequence embedding for
dense event-based deep stereo. In: Proceedings of the IEEE International Conference on Computer
Vision. 2019. p. 1527–1537.
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